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Abstract—Proactive nutrition management is considered by
many nutritionists and dieticians as a key factor in reducing
diabetes, cancer, and other illnesses caused by mismanaged diets.
As more individuals manage their daily activities with
smartphones, they start using their smartphones as diet
management tools. Unfortunately, while there are many visionbased mobile applications to process barcodes, especially aligned
ones, there is a relative dearth of vision-based applications for
extracting useful nutrition information items such as nutrition
facts, caloric contents, and ingredients. In this article, we present
a greedy algorithm, called Skip Trie Matching (STM), for real time
optical character recognition (OCR) output error correction on
smartphones. The STM algorithm uses a dictionary of strings
stored in a trie data structure to correct OCR errors by skipping
misrecognized characters while driving down several paths in the
trie. The number of skipped characters is referred to as the skip
distance. The algorithm’s worst-case performance is n  , where
n is the length of the input string to spellcheck. The algorithm’s
performance is compared with Apache Lucene’s spell checker
[1], a state of the art spell checker where spell checking can be
done with the n-gram matching [2] or the Levenshtein edit
distance (LED) [3]. The input data for comparison tests are text
strings produced by the Tesserract OCR engine [4] on text image
segments of nutrition data automatically extracted by an Android
2.3.6 smartphone application from real-time video streams of
grocery product packages. The evaluation results indicate that,
while the STM algorithm is greedy in that it does not find all
possible corrections of a misspelled word, it gives higher recalls
than Lucene’s n-gram matching or LED. The average run time
of the STM algorithm is also lower than Lucene’s
implementations of both algorithms.
Keywords—vision-based nutrition information
nutrition
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spellchecking,
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I.

extraction,
character

Introduction

According to the U.S. Department of Agriculture, U.S.
residents have increased their caloric intake by 523 calories
per day since 1970. Mismanaged diets are estimated to
account for 30-35 percent of cancer cases [5]. Approximately
47,000,000 U.S. residents have metabolic syndrome and
diabetes. Diabetes in children appears to be closely related to
increasing obesity levels. Many nutritionists and dieticians
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consider proactive nutrition management to be a key factor in
reducing and controlling diabetes, cancer, and other illnesses
related to or caused by mismanaged or inadequate diets.
Research and development efforts in public health and
preventive care have resulted in many systems for personal
nutrition and health management. Numerous web sites have
been
developed
to
track
caloric
intake
(e.g.,
http://nutritiondata.self.com), to determine caloric contents
and
quantities
in
consumed
food
(e.g.,
http://www.calorieking.com), and to track food intake and
exercise (e.g., http://www.fitday.com).
Online health informatics portals have also been
developed. For example, theCarrot.com and Keas.com are
online portals where patients can input medical information,
track conditions via mobile devices, and create health
summaries to share with their doctors. Another online portal,
mypreventivecare.com, provides a space where registered
patients and doctors can collaborate around illness prevention.
HealtheMe (http://www.krminc.com/) is an open source,
personal health record (PHR) system at the U.S. Department
of Veterans Affairs focused on preventive care.
Unfortunately, while these existing systems provide many
useful features, they fail to two critical barriers (CRs): CR01:
Lack of automated, real-time nutrition label analysis: nutrition
labels (NLs) have the potential to promote healthy diets.
Unfortunately, many nutrition label characteristics impede
timely detection and adequate comprehension [6], often
resulting in patients ignoring useful nutrition information;
CR02: Lack of automated, real-time nutrition intake
recording: Manual nutrition intake recording, the de facto
state of the art, is time-consuming and error-prone, especially
on smartphones.
As smartphones become universally adopted worldwide,
they can be used as proactive nutrition management tools. One
smartphone sensor that may help address both critical barriers
is the camera. Currently, the smartphone cameras are used in
many mobile applications to process barcodes. There are free
public
online
barcode
databases
(e.g.,
http://www.upcdatabase.com/) that provide some product
descriptions and issuing countries’ names. Unfortunately,
although the quality of data in public barcode databases has
improved, the data remain sparse. Most product information is
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provided by volunteers who are assumed to periodically
upload product details and associate them with product IDs,
almost no nutritional information is available and some of it
may not
be reliable. Some applications (e.g.,
http://redlaser.com) provide some nutritional information for a
few popular products.
While there are many vision-based applications to process
barcodes, there continues to be a relative dearth of visionbased applications for extracting other types of useful nutrition
information from product packages such as nutrition facts,
caloric contents, and ingredients. If successfully extracted,
such information can be converted into text or SQL via
scalable optical character recognition (OCR) methods and
submitted as queries to cloud-based sites and services.
In general, there are two broad approaches to improving
OCR quality: improved image processing and OCR engine
error correction. The first approach (e.g., [8], [9]) strives to
achieve better OCR results by improving image processing
algorithms. Unfortunately, this approach may not always be
feasible, especially on mobile off-the-shelf platforms due to
processing and networking constraints on the amount of real
time computation or the technical or financial impracticality of
switching to a different OCR engine. The second approach
treats the OCR engine as a black box and attempts to improve
its quality via automated error correction methods applied to
its output. This approach can work with multiple OCR
engines, because it does not modify the underlying image
processing methods.
This article contributes to the body of research on the
second approach. In particular, we present an algorithm, called
Skip Trie Matching (STM) after the trie data structure on
which it is based, for real time OCR output error correction on
smartphones. The algorithm uses a dictionary of strings stored
in a trie to correct OCR errors by skipping misrecognized
characters while going down specific trie paths. The number
of skipped characters, called the skip distance, is the only
variable input parameter of the algorithm.
The remainder of our article is organized as follows.
Section 2 presents related work. Section 3 discusses the
components of the vision-based nutrition information
extraction (NIE) module of the ShopMobile system [10, 11]
that run prior to the STM algorithm. The material in this
section is not the main focus of this article, and is presented
with the sole purpose of giving the reader the broader context
in which the STM algorithm has been developed and applied.
Section 4 details the STM algorithm and gives its asymptotic
analysis. In Section 5, the STM algorithm’s performance is
compared with Apache Lucene’s n-gram matching [2] and
Levenshtein edit distance (LED) [3]. Section 6 analyzes the
results and outlines several research venues for the future.
II.

Related Work

Many current R&D efforts aim to utilize the power of mobile
computing to improve proactive nutrition management. In
[12], the research is presented that shows how to design
mobile applications for supporting lifestyle changes among
individuals with Type 2 diabetes and how these changes were

perceived by a group of 12 patients during a 6-month period.
In [13], an application is presented that contains a picturebased diabetes diary that records physical activity and photos
taken with the phone camera of eaten foods. The smartphone
is connected to a glucometer via Bluetooth to capture blood
glucose values. A web-based, password-secured and encrypted
SMS is provided to users to send messages to their care
providers to resolve daily problems and to send educational
messages to users.
The nutrition label (NL) localization algorithm outlined in
Section 3 is based on vertical and horizontal projections used
in many OCR applications. For example, in [9], projections
are used to detect and recognize Arabic characters. The text
chunking algorithm, also outlined in Section 3, builds on and
complements numerous mobile OCR projects that capitalize
on the ever increasing processing capabilities of smartphone
cameras. For example, in [14], a system is presented for
mobile OCR on mobile phones. In [15], an interactive system
is described for text recognition and translation.
The STM algorithm detailed in Section 4 contributes to a
large and rapidly growing body of research on automated spell
checking, an active research area of computational linguistics
since early 1960’s (see [16] for a comprehensive survey).
Spelling errors can be broadly classified as non-word errors
and real-word errors [17]. Non-word errors are character
sequences returned by OCR engines but not contained in the
spell checker’s dictionary. For example, ‘polassium’ is a nonword error if the spell checker’s dictionary contains only
‘potassium.’ Real-word errors occur when recognized words
spelled correctly but inappropriate in the current context. For
example, if the OCR engine recognizes ‘nutrition facts’ as
‘nutrition fats,’ the string ‘fats’ is a real-word error in that it is
correctly spelled but inappropriate in the current context.
Real-word error correction is beyond the scope of this paper.
Many researchers consider this problem to be much more
difficult than non-word error recognition and require natural
language processing and AI techniques [2].
Two well-known approaches that handle non-word errors
are n-grams and edit distances [2, 3]. The n-gram approach
breaks dictionary words into sub-sequences of characters of
length n, i.e., n-grams, where n is typically set to 1, 2, or 3. A
table is computed with the statistics of n-gram occurrences.
When a word is checked for spelling, its n-grams are
computed and, if an n-gram is not found, spelling correction is
applied. To find spelling suggestions, spelling correction
methods use various similarity criteria between the n-grams of
a dictionary word and the misspelled word.
The term edit distance denotes the minimum number of
edit operations such as insertions, deletions, and substitutions
required to transform one string into another. Two popular edit
distances are Levenshtein [3] and Damerau-Levenshtein
distance [18]. The Levenshtein distance (LED) is a minimum
cost sequence of single-character replacement, deletion, and
insertion operations required to transform a source string into
a target string. The Damerau-Levenshtein distance (DLED)
extends the LED’s set of operations with the operation of
swapping adjacent characters, called transposition. The DLED
is not as widely used in OCR as the LED, because a major
source of transposition errors are typography errors whereas
most OCR errors are caused by misrecognized characters with
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similar graphic features (e.g., ‘t’ misrecognized as ‘l’ or ‘u’ as
‘ll’). Another frequent OCR error type, which does not yield
to correction by transposition, is character omission from a
word when the OCR engine’ fails to recognize it or merges it
with the previous character (e.g., the letter ‘i’ with a missing
dot is merged with the following letter ‘k’ when ‘k’ is placed
close to ‘i’).
III.

NFT Localization & Text Segmentation

The objective of this section is to give the reader a better
appreciation of the broader context in which the STM
algorithm is applied by outlining the nutrition information
extraction (NIE) module that runs prior to the STM algorithm.
The NIE module is a module of the Persuasive NUtrion
System (PNUTS), a mobile vision-based nutrition
management system for smartphone users currently under
development at the Utah State University (USU) Computer
Science Assistive Technology Laboratory (CSATL) [10, 11,
19]. The system will enable smartphone users, both sighted
and visually impaired, to specify their dietary profiles securely
on the web or in the cloud. When they go shopping, they will
use their smartphones to extract nutrition information from
product packages with their smartphones’ cameras. The
extracted information is not limited to barcodes but also
includes nutrition facts such as calories, saturated fat, sugar
content, cholesterol, sodium, potassium, carbohydrates,
protein, and ingredients.
The development of PNUTS has been guided by the Fogg
Behavior Model (FBM) [23]. The FBM states that motivation
alone is insufficient to stimulate target behavior; a motivated
patient must have both the ability to execute the behavior and
a trigger to engage in that behavior at an appropriate place and
time. Many nutrition management system designers assume
that patients are either more skilled than they actually are, or
that they can be trained to have the required skills. Since
training can be difficult and time consuming, PNUTS’s
objective is to make target behaviors easier and more intuitive
to execute.
A. Vertical and Horizontal Projections
Images captured from the smartphone’s video stream are
divided into foreground and background pixels. Foreground
pixels are content-bearing units where content is defined in a
domain-dependent manner, e.g., black pixels, white pixels,
pixels with specific luminosity levels, specific neighborhood
connectivity patterns, etc. Background pixels are those that are
not foreground. Horizontal projection of an image (HP) is a
sequence of foreground pixel counts for each row in an image.
Vertical projection of an image (VP) is a sequence of
foreground pixel counts for each column in an image. Figure 1
shows horizontal and vertical projections of a black and white
image of three characters ‘ABC’.

Figure 1. Horizontal & Vertical Projections.

Suppose there is an m x n image I where foreground pixels
are black, i.e., I x, y   0, and the background pixels are
white, i.e., I x, y   255. Then the horizontal projection of
row y and the vertical projection of column x can defined as
f  y  and g x  , respectively:
f  y    x 0 255  I x, y ;
n 1

(1)

g x    y 0 255  I x, y .
m 1

For the discussion that follows it is important to keep in
mind that the vertical projections are used for detecting the
vertical boundaries of NFTs while the horizontal projections
are used in computing the NFTs’ horizontal boundaries.
B. Horizontal Line Filtering
In detecting NFT boundaries, three assumptions are made: 1) a
NFT is present in the image; 2) the NFT is not cropped; and 3)
the NFT is horizontally or vertically aligned. Figures 2 shows
horizontally and vertically aligned NFTs. The detection of
NFT boundaries proceeds in three stages. Firstly, the first
approximation of vertical boundaries is computed. Secondly,
the vertical boundaries are extended left and right. Thirdly, the
upper and lower horizontal boundaries are computed.
The objective of the first stage is to detect the approximate
location of the NFT along the horizontal axis xs' , xe' . This
approximation starts with the detection of horizontal lines in
the image, which is accomplished with a horizontal line
detection kernel (HLDK) described in our previous
publications [19]. It should be noted that other line detection
techniques (e.g., Hough transform [20]) can be used for this
purpose. Our HLDK is designed to detect large horizontal
lines in images to maximize computational efficiency. On
rotated images, the kernel is used to detect vertical lines. The
left image of Figure 3 gives the output of running the HLDK
filter on the left image of Figure 2.
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Figure 2. Vertically & Horizonally Aligned Tables.

Figure 4. VB Extension (left); HP of Left HFLI in
Fig. 2 (right).

Figure 3. HLFI of Fig. 2 (left); its VP (right).

C. Detection of Vertical Boundaries
Let HLFI be a horizontally line filtered image, i.e., the image
put through the HLDK filter or some other line detection filter.
Let VPHLFI  be the vertical projections of white pixels in
each column of HLFI. The right image in Figure 3 shows the
vertical projection of the HLFI on the left. Let  VP be a
threshold, which in our application is set to the mean count of
the white foreground pixels in columns. In Figure 3 (right),
 VP is shown by a red line. The foreground pixel counts in the
columns of the image region with the NFT are greater than the
threshold. The NFT vertical boundaries are then computed as:

x  min c | g x c   VP ;
'
l



(2)



xr'  max c | g x c   VP & xl'  c .
The pairs of the left and right boundaries detected by (2) may
be too close to each other, where ‘too close’ is defined as the
percentage of the image width covered by the distance
between the right and left boundaries. If the boundaries are
found to be too close to each other, the left boundary is
extended left of the current left boundary, for which the
projection is at or above the threshold, whereas the right
boundary is extended to the first column right of the current
right boundary, for which the vertical projection is at or above
the threshold. Figure 4 (left) shows the initial vertical
boundaries extended left and right.

D. Detection of Horizontal Boundaries
The NFT horizontal boundary computation is confined to the
image region vertically bounded by xl , xr . Let HPHLFI 
be the horizontal projection of the HLFI in Figure 3 (left) and
let  HP be a threshold, which in our application is set to the
mean count of the foreground pixels in rows, i.e.,
 HP  mean f  y  | f  y   0. Figure 4 (right) shows the
horizontal projection of the HLFI in Figure 3 (left). The red
line shows  HP .
The NFT’s horizontal boundaries are computed in a
manner similar to the computation of its vertical boundaries
with one exception – they are not extended after the first
approximation is computed, because the horizontal boundaries
do not have as much impact on subsequent OCR of segmented
text chunks as vertical boundaries. The horizontal boundaries
are computed as:
(3)
r  min r | f r    ;
u

HP

rl  max r | f r    HP & r  ru .

Figure 5 (left) shows the nutrition table localized via
vertical and horizontal projections and segmented from the
image in Figure 2 (left).
E. Text Chunking
A typical NFT includes text chunks with various caloric and
ingredient information, e.g., “Total Fat 2g 3%.” As can be
seen in Figure 5 (left), text chunks are separated by black
colored separators. These text chunks are segmented from
localized NFTs. This segmentation is referred to as text
chunking.
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Figure 5. Localized NL (left); NL Text Chunks (right).

Text chunking starts with the detection of the separator
lines. Let N be a binarized image with a segmented NFT and
let pi  denote the probability of image row i containing a
black separator. If such probabilities are reliably computed,
text chunks can be localized. Toward that end, let l j be the
length of the j-th consecutive run of black pixels in row i
above a length threshold  l . If m be the total number of such
runs, then pi  is computed as the geometric mean of
l0 , l1 ,..., lm . The geometric mean is more indicative of the
central tendency of a set of numbers than the arithmetic mean.
If  is the mean value of all positive values normalized by
the maximum value of pi  for the entire image, the start and
end coordinates, y s and y e , respectively, of every separator
along the y axis can be computed by detecting consecutive
rows for which the normalized values are above the threshold:

y s  i | pi  1   & pi    ;

On many mobile platforms the trie has been used for word
completion. The STM algorithm is based on an observation
that the trie’s efficient storage of strings can be used in finding
closest dictionary matches to misspelled words. The only
parameter that controls the algorithm’s behavior is the skip
distance, a non-negative integer that defines the maximum
number of misrecognized (misspelled) characters allowed in a
misspelled word. In the current implementation, misspelled
words are produced by the Tesseract OCR engine. However,
the algorithm generalizes to other domains where spelling
errors must be corrected fast.
The STM algorithm uses the trie to represent the target
dictionary. For example, consider a trie dictionary in Figure 6
that (moving left to right) consists of ‘ABOUT,’ ‘ACID,’
‘ACORN,’ ‘BAA,’ ‘BAB,’ ‘BAG,’ ‘BE,’ ‘OIL,’ and ‘ZINC.’
The small balloons at character nodes are Boolean flags that
signal word ends. When a node’s word end flag is true, the
path from the root to the node is a word. The children of each
node are lexicographically sorted so that finding a child
character of a node is Olog n, where n is the number of the
node’s children.
Suppose that skip distance is set to 1 and the OCR engine
misrecognizes ‘ACID’ as ‘ACIR.’ The STM starts at the root
node, as shown in Figure 7. For each child of the root, the
algorithm checks if the first character of the input string
matches any of the root’s children. If no match is found and
the skip distance > 0, the skip distance is decremented by 1
and the recursive calls are made for each of the root’s
children. In this case, ‘A’ in the input matches the root’s ‘A’
child. Since the match is successful, a recursive call is made
on the remainder of the input ‘CIR’ and the root node’s ‘A’
child at Level 1 as the current node, as shown in Figure 8.

(4)

ye  j | p j  1   & p j    .
Once these coordinates are identified, the text chunks can
be segmented from the image. As can be seen from Figure 5
(right), some text chunks contain single text lines while others
have multiple text lines. The actual OCR in the ShopMobile
system [19] takes place on the text chunk images such as
shown in Figure 5 (right).
IV.

Skip Trie Matching

The trie data structure has gained popularity on mobile
platforms due to its space efficiency compared to the standard
hash table and its efficient worst-case lookup times,
On , where n is the length of the input string, not the number
of entries in the data structure. This performance compares
favorably to the hash table that spends the same amount of
time on computing the hash code but requires significantly
more storage space.

Figure 6. Simple Trie Dictionary.
The algorithm next matches ‘C’ of the truncated input
‘CIR’ with the right child of the current node ‘A’ at Level 1,
truncates the input to ‘IR,’ and recurses to the node ‘C’ at
Level 2, i.e., the right child of the node ‘A’ at Level 1. The
skip distance is still 1, because no mismatched characters have
been skipped so far.
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Figure 10. End Position Errors along X-axis.

Figure 7. STM of 'ACIR' with Skip Distance of 1.

Figure 8. Recursive Call from Node 'A' at Level 1.

At the node ‘C’ at Level 2, the character ‘I’ of the
truncated input ‘IR’ is matched with the left child of the node
‘C,’ the input, i.e., the node ‘I’, is therefore truncated to ‘R.’
The algorithm recurses to the node ‘I’ at Level 3, as shown in
Figure 9. The last character of the input string, ‘R,’ is next
matched with the children of the current node ‘I’ at Level 3
(see Figure 10). The binary search on the node’s children fails.
However, since the skip distance is 1, i.e., one more character
can still be skipped, the skip distance is decremented by 1.
Since there are no more characters in the input string after the
mismatched ‘R,’ the algorithm checks if the current node has a
word end flag set to true. In this case, it is true, because the
end word flag at the node ‘D’ at Level 4 is set to true. Thus,
the matched word, ‘ACID,’ is added to the returned list of
suggestions. When the skip distance is 0 and the current node
is not a word end, the algorithm fails, i.e., the current path is
not added to the returned list of spelling suggestions.
Figure 12 gives the pseudocode of the STM algorithm. The
dot operator is used with the semantics common to many OOP
languages to denote access to objects’ member variable. The
colon denotes after the IF condition signals the start of the
THEN clause for that condition. Python-like indentation is
used to denote scope. Lines 1 computes the length of the
possibly misspelled input string object stored in the variable
inputStr. Line 2 initializes an array of string objects called
suggestionList. When the algorithm finishes, suggestionList
contains all found corrections of inputString.
The first call to the STM function occurs on Line 3. The
first parameter is inputStr; the second parameter d is a skip
distance; the third parameter curNode is a trie node object
initially referencing the trie’s root; the fourth parameter
suggestion is a string that holds the sequence of characters
from the trie’s root curNode. Found suggestions are added to
suggestionList on Line 10.
Let len(inputStr) = n and d = d. The largest branching
factor of a trie node is

Edit Distance:

Figure 9. Recursive call at node 'I' at Level 3.

 , i.e., the size of the alphabet over

which the trie is built. If inputStr is in the trie, the binary
search on line 14 runs exactly once for each of the n
characters, which gives us On log  . If inputStr is not in the
trie, it is allowed to contain at most d character mismatches.
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Thus, there are n  d  matches and d mismatches. All matches
V. Experiments
run in On  d log  . In the worst case, for each mismatch,
lines 18-19 ensure that





d

nodes are inspected, which gives

 



us the run time of O n  d   log   O n  log  . The
worst case rarely occurs in practice because in a trie built for a
natural language most nodes have branching factors equal to a
small fraction of the constant  . Since d  N is a small nonnegative

constant,

d



d



O n  log   On .
d

Since

1. inputLength = len(intpuStr)
2. suggestionList = [ ]
3. STM(inputStr, d, curNode, suggestion):
4. IF len(inputStr) == 0 || curNode == NULL: fail
5. IF len(inputStr) == 1:
6.
IF inputStr[0] == curNode.char || d > 0:
7.
add curNode.char to suggestion
8.
IF len(suggestion) == inputLength &&
9.
curNode.wordEnd == True:
10.
add suggestion to suggestionList
11. ELSE IF len(inputStr) > 1:
12.
IF inputStr[0] == curNode.char:
13.
add curNode.char to suggestion
14.
nextNode = binSearch(inputStr[1], curNode.chidren)
15.
IF nextNode != NULL:
16.
STM(rest(inputStr), d, nextNode, suggestion)
17.
ELSE IF d > 0:
18.
FOR each node C in curNode.children:
19.
add C.char to suggestion
20.
STM(rest(inputStr), d-1, C, suggestion)
21.
ELSE fail

Figure 11. STM Algorithm.

 and log  are small constants for the natural languages
d

with written scripts, the STM algorithm is asymptotically
expected to run faster than the quadratic edit distance
algorithms and to be on par with n-gram algorithms.
Two current limitations of the STM algorithm, as is evident
from Figure 11, are 1) that it finds spelling suggestions that
are of the same length as inputStr (Line 8) and 2) that it does
not find all possible misspellings of a misspelled word because
of its greedy selection of the next node in the trie (Lines 14 –
16).
Both limitations were deliberately added into the algorithm
to increase the run-time performance. In Section VI, we will
discuss how these limitations can be addressed and possible
overcome. In particular, the second limitation can be
overcome by having the algorithm perform a breadth-first
search of the current node’s children instead of selecting only
one child that matches the current character. While this
modification will not chance the asymptotic performance, it
will, in practice, increase the running time.

A. Tesseract vs. GOCR
Our first experiment was to choose an open source OCR
engine to test the STM algorithm. We chose to compare the
relative performance of Tesseract with GOCR [22], another
open source OCR engine developed under the GNU public
license. In Tesseract, OCR consists of segmentation and
recognition. During segmentation, a connected component
analysis first identifies blobs and segments them into text
lines, which are analyzed for proportional or fixed pitch text.
The lines are then broken into individual words via spacing
between individual characters. Finally, individual character
cells are identified. During recognition, an adaptive classifier
recognizes both word blobs and character cells. The classifier
is adaptive in that it can be trained on various text corpora.
GOCR preprocesses images via box-detection, zoning, and
line detection. OCR is done on boxes, zones, and lines via
pixel pattern analysis.
The available funding for this project did not allow us to
integrate a commercial OCR engine into our application. For
the sake of completeness, we should mention two OCR
engines that have become popular in the OCR community.
ABBYY [24] offers a powerful and compact mobile OCR
engine which can be integrated within various mobile
platforms such as iOS, Android, Windows mobile platforms.
Another company called WINTONE [25] claims that its
mobile OCR software can achieve recognition accuracy to the
tune of 95 percent for English documents.
The experimental comparison of the two open source
engines was guided by speed and accuracy. An Android 2.3.6
application was developed and tested on two hundred images
of NL text chunks, some of which are shown in Figure 5
(right).
After the application starts, it first app creates necessary
temporary directories and output files, it also ensures the
presence of necessary training files for Tesseract on the
sdcard. Both the modified Otsu’s method and modified
Niblack’s method of binarization [26] are applied to each
image read from the input image directory on the sdcard.
These binarized images are stored in the binary images
directory. All three images (the input image and the two
binarized images) are subjected to OCRed either on the device
itself or on the server. The recognized text is obtained and is
subjected to spelling correction. Finally the processed text is
both saved to a text file.
Each image was processed with both Tesseract and GOCR,
and the processing times were logged for each text chunk. The
images were read from the smartphone’s sdcard one by one.
The image read time was not integrated into the run time total.
The Android application was designed and developed to
operate in two modes: device and server. In the device mode,
everything was computed on the smartphone. In the server
mode, the HTTP protocol was used to send the images over
Wi-Fi from the device to an Apache web server running on
Ubuntu 12.04. Images sent from the Android application were
handled by a PHP script that ran one of the OCR engines on
the server, captured the extracted text and sent it back to the
application. Returned text messages were saved on the
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smartphone’s sdcard and later categorized by a human judge
into three categories: complete, partial, and garbled.
The three categorizes were meant to estimate the degree of
recognition. Complete recognition denoted images where the
text recognized with OCR was identical to the text in the
image. For partial recognition, at least one character in the
returned text had to be missing or inaccurately substituted. For
garbled recognition, either empty text was returned or all
characters in the returned text were misrecognized. Table 1
gives the results of the OCR engine text recognition
comparison. The abbreviations TD, GD, TS, and GS stand for
‘Tesseract Device,’ ‘GOCR Device,’ ‘Tesseract Server,’ and
‘GOCR Server,’ respectively. Each cell contains the exact
number of images out of 200 in a specific category.
Table 1. Tesseract vs. GOCR (%).
Complete
Partial
Garbled
TD
146
36
18
GD
42
23
135
TS
158
23
19
GS
58
56
90
The percentages in Table 1 indicate that the recognition
rates on Tesseract are higher than those on GOCR. Tesseract
also compared favorably with GOCR in the garbled category
where its numbers were lower than those of GOCR.
To evaluate the runtime performance of both engines, we
ran the application in both modes on the same sample of 200
images five times. Table 2 tabulates the rounded processing
times and averages in seconds. The numbers 1 through 5 are
the run numbers. The AVG column contains the average time
of the five runs. The AVG/Img column contains the average
time per individual image.

can be further optimized through server-side servlets and
faster image transmission channels (e.g., 4G instead of Wi-Fi).
After we performed these experiments, we discovered that we
could get even better accuracy from the Tesseract OCR engine
through the character whitelist and blacklist options.
Whitelisting characters will limit the set of characters for
which Tesseract looks. Blacklisting on the other hand instructs
Tesseract not to look for certain characters in the image. A list
of frequent NL characters was manually prepared and used for
whitelisting after the experiments. Further evaluation is
necessary to verify the conjecture that whitelisting improves
accuracy.
B. STM vs. Apache Lucene’s N-Grams and LED
After Tesseract was chosen as the base OCR engine, the
performance of the STM algorithm was compared with the
Apache Lucene implementation of n-gram matching and the
LED. Each of the three algorithms worked on the text strings
produced by the Tesseract OCR running on Android 2.3.6 and
Android 4.2 smartphones on a collection of 600 text segment
images produced by the algorithm described in Section IV.
Figure 12 shows the exact control flow of the application used
in the tests.

Table 2. Run Times (in secs) of Tesseract & GOCR.
1
2
3
4
5
AVG AVG/Img
TD

128

101

101

110

103

110

0.5

GD

50

47

49

52

48

49

0.3

TS

40

38

38

10

39

38

0.2

GS

21

21

20

21

21

21

0.1

Table 2 shows no significant variation among the
processing times of individual runs. The AVG column
indicates that Tesseract was slower than GOCR on the sample
of images. The difference in run times can be attributed to the
amount of text recognized by each engine. Since GOCR
extracts less information than Tesseract, as indicated in Table
1, its running times are faster. Tesseract, on the other hand,
extracts much more accurate information from most images,
which causes it to take more time. While the combined run
times of Tesseract were slower than those of GOCR, the
average run time per frame, shown in the AVG/Img column,
were still under one second. Tessaract’s higher recognition
rates swayed our final decision in its favor. Additionally, as
Table 2 shows, when the OCR was done on the server,
Tesseract’s run times, while still slower than GOCR, were
faster, which made it more acceptable to us. This performance

Figure 12. Application Flowchart.

Android applications cannot execute long-running
operations on the UI Thread. The application force-closes if an
operation takes more than 5 seconds while running on the UI
Thread. Since in our application we have some long-running
operations such as OCR processing, and network
communication, we have used the Pipeline Thread model. The
Pipeline Thread holds a queue of some units of work that can
be executed. Other threads can push new tasks into the
Pipeline Thread’s queue as new tasks become available. The
Pipeline Thread processes the tasks in the queue one after
another. If there are no tasks in the queue, it blocks until a new
task is added to the queue. On the Android platform, this
design pattern can be easily implemented using the Loopers
and Handlers. A Looper class makes a thread into a pipeline
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thread and a Handler makes it easier to push tasks into a
Looper from other threads.
The Lucene n-gram and edit distance matching algorithms
find possible correct spellings of misspelled words. The ngram distance algorithm divides a misspelt word into chunks
of size n (n defaults to 2) and compares them to a dictionary of
n-grams, each of which points to the words in which they are
found. A word with the largest number of matched n-grams is
a possible spelling of a misspelled word. If m is the number of
n-grams found in a misspelled word and K is the number of ngrams in a dictionary, the time complexity of the n-gram
matching is O(Km). Since the standard LED uses dynamic
programming, its time complexity is O(n2), where n is the
maximum of the lengths of two strings being matched. If there
are m entries in a dictionary, the run time of the LED
algorithm is O(mn2).
In comparing the performance of the STM algorithm with
the n-gram matching and the LED, time and accuracy were
used as performance metrics. The average run time taken by
the STM algorithm, the n-gram matching, and the LED
distance are 20 ms, 50 ms, and 51 ms, respectively. The
performance of each algorithm was evaluated on non-word
error correction with the recall measure computed as the ratio
of corrected and misspelled words. The recall coefficients of
the STM, n-gram matching, and the LED were 0.15, 0.085,
and 0.078, respectively. Table 3 gives the run-time and the
corresponding recalls.
Table 3. Performance Comparision.
STM

N-Gram

Run Time

25ms

51ms

51ms

Recall

15%

9%

8%

VI.

LED

Discussion

In this paper, we presented an algorithm, called Skip Trie
Matching (STM), for real time OCR output error correction on
smartphones and compared its performance with the n-gram
matching and the LED. The experiments on the sample of over
600 texts extracted by the Tesseract OCR engine from the NL
text images show that the STM algorithm ran faster, which is
predicted by the asymptotic analysis, and corrected more
words than the n-gram matching and the LED.
One current limitation of the STM algorithm is that it can
correct a misspelled word so long as there is a target word in
the trie dictionary of the same length. One possible way to
address this limitation is to relax the exact length comparison
on Line 8 in the STM algorithm given in Figure 8. This will
increase the recall but will also increase the run time. Another
approach, which may be more promising in the long run, is
example-driven human-assisted learning [2]. Each OCR
engine working in a given domain is likely to misrecognize
the same characters consistently. For example, we have
noticed that Tesseract consistently misrecognized ‘u’ as ‘ll’ or
‘b’ as ‘8.’ Such examples, if consistently classified by human
judges as misrecognition examples, can be added by the
system to add to a dictionary of regular misspellings. In a
subsequent run, when the Tesseract OCR engine

misrecognizes ‘potassium’ and as ‘potassillm,’ the STM
algorithm, when failing to find a possible suggestion on the
original input, will replace all regularly misspelled characters
in the input with their misspellings. Thus, ‘ll’ in ‘potassill’
will be replaced with ‘u’ to obtain ‘potassium’ and get a
successful match.
Another limitation of the STM algorithm is that does not
find all possible corrected spellings of a misspelled word. To
make it find all possible corrections, the algorithm can be
forced to examine all nodes even when it finds a successful
match on line 12. Although it will likely take a toll on the
algorithm’s run time, the worst case asymptotic run time,





O n  log   On, remains the same.
d

An experimental contribution of this research presented in
this article is an experimental comparison of Tesseract and
GOCR, two popular open source OCR engines, for visionbased nutrition information extraction. GOCR appears to
extract less information than Tesseract but has faster run
times. While the run times of Tesseract were slower, its higher
recognition rates swayed our final decision in its favor. The
run-time performance, as indicated in Tables 1 and 2, can be
further optimized through server-side servlets and faster image
transmission channels (e.g., 4G instead of Wi-Fi).
Our ultimate objective is to build a mobile system that can
not only extract nutrition information from product packages
but also to match the extracted information to the users’
dietary profiles and to make dietary recommendations to effect
behavior changes. For example, if a user is pre-diabetic, the
system will estimate the amount of sugar from the extracted
ingredients and will make specific recommendations to the
user. The system, if the users so choose, will keep track of
their long-term buying patterns and make recommendations on
a daily, weekly or monthly basis. For example, if a user
exceeds his or her total amount of saturated fat permissible for
the specified profile, the system will notify the user and, if the
user’s profile has appropriate permissions, the user’s dietician.
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