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Abstract: This research is an attempt to investigate the
effectiveness of email forensic analysis and text mining
techniques in identifying phishing emails. The dataset that is
used for this experiment consist of suspicious emails reported
by our clients that were delivered in their inboxes and hence
our anti-spam solution was not able to detect them.
In this paper, the importance of inspecting the email header
fields and their role in verifying the legitimacy of an email
address is discussed. Moreover, use of techniques such as
readability metrics and text mining methods such as frequent
pattern detection, association rules and document similarity
for phish detection are explained. Lastly, a few binary email
classifiers are trained and tested and their results are
interpreted.
Keywords: Email Forensics Analysis, Phish Email Detection, Text
Mining, Readability Tests.

1. INTRODUCTION
Simplicity, speed and a relatively high degree of anonymity
of email make it a powerful tool for cybercriminals.
According to Verizon’s 2018 Data Breach Investigations
Report [1], Phishing and pretexting represent 98% of social
incidents and 93% of data breaches. Email continues to be the
most common vector (96%).
The most common way cybercriminals penetrate networks is
by stealing and then using valid credentials. Password theft
occurs using many different methods, e.g., phishing,
malware, man-in-the-middle attacks, and brute-force
password learning. But phishing likely remains the most
effective method, as unsuspecting humans will continue to
click links and open attachments if they have email access. A
phishing attack is a practice of sending an illegitimate email
or text message falsely claiming to be from a legitimate
person or website to lure recipients to disclose their sensitive
information. Sometimes a phishing email with a malicious
link is used to take users to fake websites of mimicking
trustworthy sites that ask them to submit their credentials.
The phishing attacks success rate is high mainly because of a
recipient’s lack of awareness, being visually deceived and not
paying attention to security warnings.
Email crimes can be divided into two categories [2]:
• Crimes committed by sending emails such as email
spamming, mail bombing, phishing, etc.
• Crimes supported by emails such as harassment,
pornography, identity fraud, cyber blackmailing,
etc.

Phishing attacks are divided into the following types [3]:
• Spear Phishing: instead of sending thousands of
emails, an attacker aims at targeting specific individuals
within a company who probably have access to sensitive
information.
• Whaling phishing: is a specific type of phishing
attack that targets high-profile employees, such as the
CEO or CFO or politicians and celebrities to steal
sensitive information.
• Pharming (Phishing without a lure): Mostly using
DNS Cache poisoning and Host File Modification, the
attacker executes malware on a target machine to
automatically redirect victim’s traffic to a website
controlled by the attacker.
• SPIM (Spam over instant messaging): Spimmers
exploit instant messaging platforms as a tool to spread
spam which generally include embedded hyperlinks or
malware to gather personal information.
In this paper, a binary classification approach to detect phish
emails with high accuracy is presented. The rest of this paper
is structured as follows:
Section II contains a brief introduction about how an email
system work, the anatomy of a phishing email, an overview
of email header and email forensic analysis and basic
modules of an anti-spam solution. In section III, our
experiment is explained in more details which include a
description of our dataset, investigating the effectiveness of
header analysis, use of readability metrics and various text
mining techniques. At the end of section III, we clarify our
approach to train and test a few classifiers by generating word
vectors and TF-IDF values.
Section IV covers other countermeasures to phishing attacks.
Section V and section VI, contain conclusions and future
directions.
2. BACKGROUND
2.1. How Does Email Work?
Sending and receiving email could be slightly different in
case of a web-based email service (e.g. Gmail, Ymail, …) and
an email client program installed a computer such as Outlook.
An outline of how email work is as follow:
I.
The sender composes a message using email client.
II.
The email is uploaded to the sender’s SMTP (Simple
Mail Transfer Protocol) server as outgoing mail.
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III.

IV.
V.
VI.
VII.

The sender’s SMTP server communicates with a
DNS (Domain Name Server) to find out where the
recipient’s email server is located and the email is
dispatched.
Messages traverse the internet probably passing
through several SMTP servers.
Email arrives at recipient’s IMAP/POP3 server and
is placed in recipient’s mailbox.
Recipient’s email client fetches the new messages
The receiver reads the message using email client.

2.2. Anatomy of a Phishing Email:
As shown in Figure 1, phishing emails aim to create a sense
of urgency using intense language and scare tactics in the
email’s subject line and body. The “From” field and the email
footer usually represent a spoofed name or email address of a
recognized person or company. The user greeting and email
sign-off parts in phishing emails are often impersonal (except
spear phishing emails) [4].
Shortened hyper-links (through bit.ly, goo.gl, etc.) are a
common part of phishing emails. Sometimes links are
formatted to look like a legitimate link that corresponds with
the company and message of the fake email. However, rolling
over the link reveals a different website. Moreover, phishing
emails often include compressed/encrypted attachments [4].

fields in the email header can be forged easily but it still may
provide some helpful information about the attacker. As
shown in Figure 2, Each field in the email header is divided
into three components:
• Field Label
• Followed by a semicolon ":"
• Field Body
email header analysis could help with obtaining the following
information:
• Sender/Recipient(s) email addresses
• Sender's IP address
• Sender's SMTP Server and servers in transit: Mail
servers can add lines onto email headers, usually in
the form of "Received" lines.
• Time Stamp Details
• Mail User Agents (MUA)2
• Encoding information
• Various X-header information added by different
SMTP server and MUA during the whole email
sending process
• Return-path (Errors-To) which specifies an email
address for mailer-generated errors to go to (instead
of the sender’s address).
• Message-Id which is a unique identifier assigned to
each email by the first mail server it encounters.

Figure 1: Anatomy of a Phishing Email1

2.3. Email Header Format
An email is made up of two main parts: Header and Body. The
header part contains all the technical information such as
sender and email server information, timestamps and so on.
The body contains the actual message including optional
written and attachment parts. The attachment may be any type
of file such as pictures, documents, sound, and video, etc.
Email header plays an important role in email forensic
investigation. Since SMTP protocol (as the most common
email protocol) doesn’t authentic the email sender, many

Figure 2: Some important fields in an email header3

1 Image source: https://www.varonis.com/blog/spot-phishing-scam/
2
List of MUA header formats:
https://www.forensicswiki.org/wiki/List_of_MUA_Header_Formats

3

The header fields are organized from bottom to top hence
sender’s information will be located at the very bottom of the
header part of the concerned email. Presence of some email
header fields such as Message-ID or Signature can help
investigators to determine if the email in question has been
forged. Email headers can be easily forged, so generally, they
should not be used as the only source of information for
forensic analysis.
Image source: https://www.freeviewer.org/email-forensics/
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2.4. Email Forensic Analysis Steps
In a nutshell, investigating a suspicious email includes
following steps [2]:
I.
Obtaining a search warrant and seizing the computer
and email account
II.
Obtaining a bit-by-bit image of email information
III.
Examining the email headers
IV.
Tracing email origin
V.
Forensic acquisition email archives so that it can be
accessed fast later.
VI.
Deleted emails recovery
There are several open source or proprietary email forensics
tools that facilitate the steps. These tools can help the
investigator to repair a damaged email database, recover
deleted emails, trace emails, interpret the email headers and
search huge email databases for information. Charalambous
et al. in their paper [5] have provided a review of some
popular email forensic tools.
2.5. Basic Characteristics of a commercial Antispam/phish Solution
Generally, an anti-spam solution tries to filter out messages
by rating them based on the probability that the message is
malicious. Normally based on some message characteristics,
a score is calculated and assigned to each email which also is
known as the Spam Confidence Level (SCL).
As an example, Figure 3, shows how default anti-spam
features of Microsoft Exchange Server filter inbound
messages. When an SMTP server connects to the Exchange
server and initiates an SMTP session, filters are applied in the
following order [6]:
Connection filtering: examines several IP Allow lists to
decide if the initiated SMTP session is safe.
Sender filtering: examines the sender e-mail address
contained in the from header fields against the list of blocked
senders.
Recipient filtering: examines the recipient against the
Recipient Block list.
Sender ID filtering: initially it determines the Purported
Responsible Address (PRA) as described in RFC 4407 and
then performs a Domain Name System (DNS) lookup against
the domain part of the PRA. In case of the existence of a
Sender Policy Framework (SPF) record, the module uses the
SPF record to evaluate the message according to the
specification for RFC 4408.
Content filtering: if certain conditions are met, this agent
assigns an SCL rating to emails and according to SCL value
determines if a message should be accepted or rejected.
Sender Reputation Filtering: calculates Sender Reputation
Level (SRL) which is a number from 0 through 9. A value of
0 indicates that the sender isn't likely to be a spammer; a value
of 9 indicates that the sender is likely to be a spammer.

Figure 3: Microsoft Exchange server’s Default anti-spam features with
antivirus filtering of inbound messages from the Internet 1

1 Image source : https://docs.microsoft.com/en-us/previousversions/office/exchange-server-2010/aa997242(v=exchg.141)
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Attachment Filtering: can block attachments based on their
MIME content type, file name, or file name extension.
Antivirus Scanning: detects messages that seem to contain
malware.
Junk E-Mail Filtering: when an email is sent to the intended
recipient's mailbox, based on SCL rating, junk e-mail
filtering is applied to determine if an email should go to
recipient’s Inbox or Junk Email folder.
Email spoofing and forging email headers are relatively easy
tasks which help cyber criminals to bypass most of the antispam mechanisms depicted in Figure 3.

are not always accurate since some mail servers do not cooperate in this process. Moreover, an email verification tool
measures the email legitimacy through a combination of
techniques such as email address syntax check, IP blacklist
check, etc.
After performing syntax and domain/MX record checks, we
noticed that around 20% of received phish emails had an
invalid format (syntax error) and 23% of email addresses
didn’t exist at all, as shown in Figure 4. According to the
findings, this simple but effective technique could predict
many spam/phishing emails.

3. THE EXPERIMENT
This section presents our phish detection approach in more
details.
3.1. Dataset
Our dataset consists of 134 phish emails reported by our
clients. These emails were delivered in the recipient’s inbox
which means both corporate anti-spam solution and client’s
spam/junk email detection tools (if any) failed to detect them.
Based on the characteristics of received phish emails, they are
classified into the following categories:
Table 1: Phish emails enumeration
count
Phish email Category
3
Credential Harvesting (Social Engineering)
79
Malicious links in the email body
15
Malware as attachment
20
Password protected malware as an attachment
11
Spam
5
Spoofed Email
2
Scareware/Ransomware

In addition to phish emails, 170 benign emails were added to
our dataset. These emails mostly consist of news digest,
announcements, job postings and some public internal
communications that employees had received during the
monitoring time.
3.2. Header analysis of phish emails
As mentioned before, forging email headers is relatively an
easy task which makes most of the header fields unreliable.
The simplicity of providing fake information doesn’t mean
that investigating header fields should not be done. Basically,
in many phishing attacks, the attackers cannot change some
fields (such as the “Received” lines pertinent to intermediary
email servers) or they don’t bother manipulating email header
fields when their targets are non-technical people who
probably will not perform any forensic analysis. Therefore,
not all phish emails have fake header information.
3.3. Verifying the legitimacy of email addresses
Sometimes verifying the email address that has appeared in
“From” line or the one in the “Return-path” field can
determine if the sender’s email address is valid. Many
attackers use fake email addresses to hide their identity. There
are several email verification tools 1 to validate email
addresses. Typically, an email verifier tries to ensure a
specific mailbox exists. It attempts connecting to the sender’s
mail server and simulates sending a message by use of the
MX record extracted from a given email address. The results

Email Doesn't
Exist 23%
Invalid Address
20%

Valid Emails
57%

Figure 4: Phish email address validation results

3.4. Determining Phish Emails Origin
Inspecting sender’s (and intermediary SMTP servers) IP
addresses can help investigators to trace where the messages
have come from. Parsing the “Received” lines added by email
servers can reveal name and IP address of sending email
server. Each “Received” line contain the name of receiving
email server and the server name and IP address of the
machine this server received the message from. When an
email server receives a message, a “Received” line is inserted
at the top of the message header. Thus, the very last
“Received” line at the bottom of the header contains
information about the sender (first email server in the chain).
Like other header fields, “Received” line forging is possible
and very common. Sometimes identifying the forged
“Received” lines is possible by comparing the two
consecutive lines. If the sending/receiving information in the
two lines don’t match, the earlier line has probably been
forged.
Tracing back the IP addresses of phish emails in our dataset,
revealed that our organization receives phish email from
several countries. Reconstruct a message journey from sender
to recipient(s) can help administrators to know where the
spams are coming from and blacklist some IPs if the
organization is not expecting any emails from those locations.
Figure 10 (Appendix A), shows the originating countries of
phish emails.
3.5. Email Body As Phish Indicator
Unlike the email header, the email body text is a reliable
source of information which can be used for identifying phish
emails. Extracting and analyzing text patterns that frequently
appears in phishing email is an important step toward

1

https://www.capterra.com/email-verification-tools-software/
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automating detection of malicious messages using machine
learning techniques.
For instance, in our data set, there are several phish emails
with compressed password-protected attachments. Attackers
mostly attach encrypted malware to emails which can evade
antivirus detection. Typically, attackers ask recipients to
decrypt the attachments with the password that is provided in
the email body. This pattern is very rare in benign emails and
hence can be used to spot phish emails that fall into this
category.
Another common method that phishers use is luring victims
to click on provided hyperlinks in email body which may start
downloading malware or it may open a browser to redirect
users to some phishing websites to collect victim’s
credentials. There are several studies and commercial URL
analyzers which basically try to detect malicious links in
email body by analyzing some URL’s attributes such as
lexical features, website contents, characteristics of hosting
server and so on. In recent years machine learning techniques
have been widely employed by researchers for malicious
URL detection [7].

Table 2: Flesch-Kincaid reading ease score

3.6. Readability Metrics Analysis
It is common to see phish emails with typos, spelling
mistakes, and incorrect grammar. As shown in Figure 10,
many phish emails originate from non-English speaking
countries. Typos always can happen and even it is common
to see typos in messages that seem to be originated in English
speaking countries but they are less frequent.
Sometimes, attackers spoof an IP address from other
geolocations to make their messages look more legit.
Moreover, phishers may purposely use spelling mistakes (for
some anti-spam sensitive keywords) to make it a little bit
easier for their fraudulent messages to bypass "spam" filters.
Readability metrics (or readability tests) can evaluate the
readability of a given text, usually by counting syllables,
words, and sentences. There are several tests to score
readability of textual documents [8].
Tests such as Flesch Kincaid Reading Ease [9], Gunning Fog
Index [10], and SMOG [11] were used to compare the
readability of Phish and benign emails. For example, FleschKincaid reading ease score (FRES) is calculated using the
equation (1) and higher scores indicate material that is easier
to read; lower scores mark passages that are more difficult to
read. Scores can be interpreted as shown in Table 2.

Table 3: Readability tests results

𝑡𝑜𝑡𝑎𝑙 𝑤𝑜𝑟𝑑𝑠
𝑡𝑜𝑡𝑎𝑙 𝑠𝑦𝑙𝑙𝑎𝑏𝑙𝑒𝑠
206.835 − 1.015 (
) − 84.6(
)
𝑡𝑜𝑡𝑎𝑙 𝑠𝑒𝑛𝑡𝑒𝑛𝑐𝑒𝑠
𝑡𝑜𝑡𝑎𝑙 𝑤𝑜𝑟𝑑𝑠

(1)

Some Phish emails in our dataset have little or no text in their
body. This pattern itself might be an indication of a
suspicious email. Our observations show that many phish
emails have higher readability scores (FRES) which means
they have a simpler structure and therefore they are easier to
read. Our assumption is such phishing emails mostly are
originated in non-English speaking countries.

1

https://rapidminer.com/

Score

School level

Notes

100-90

5th grade

Very easy to read. Easily understood by
an average 11-year-old student.

90–80

6th grade

Easy to read. Conversational English
for consumers.

80–70

7th grade

Fairly easy to read.

70–60

8th & 9th grade

Plain English. Easily understood by 13to 15-year-old students.

60–50

10th to 12th grade

Fairly difficult to read.

50–30

College

Difficult to read.

30–0

College graduate

Very difficult to read. Best understood
by university graduates.

As listed in Table 3, average grade level for phishing emails
(with enough text in the message body or attachment) was 9
which means they should be understood by 14 to 15 years old
person. Average grade level for benign emails was 12 which
means they should be understood by 17 to 18 years old
person.

Readability Indices
Flesch Kincaid Reading Ease
Flesch Kincaid Grade Level
Gunning Fog Score
SMOG Index
Coleman Liau Index
Automated Readability Index

Benign
Emails
46.3
11.4
13.2
10.7
13.6
11.4

Phish
Emails
58.7
8.4
9.7
8.2
12
7.6

3.7. Finding Common Text Patterns in Phish
Emails
As explained in section 2.2 (Anatomy of Phishing Email), it
is common to see particular text patterns in phish emails. For
example, sentences asking victims to click on a link, opening
an attachment, reviewing an attached resume, using a
provided password to encrypt files, etc. seem to appear in
many phishing emails.
Considering this fact, we decided to further investigate
textual patterns and train a couple of classifiers using our
samples and then evaluate the effectiveness of text mining
methods for identifying phish emails. Our approach can be
presented as follows:
3.7.1. Identifying frequent words and phrases
Knowing which words and phrases appear frequently in
malicious emails can simplify the detection of phish emails.
For each email, a text file containing email body text was
created and then all text files were loaded into the
Rapidminer1 software. Some of Rapidminer’s operators such
as “Text Processing” plugin2 (as illustrated in Figure 5) were
used to determine frequent words and phrases:

2

https://marketplace.rapidminer.com/UpdateServer/faces/product_details.x
html?productId=rmx_text
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(or set of words) that is found in combination with the
antecedent. The frequent if/then patterns are mined using
algorithms such as FP-Growth, Apriori and Elcat and can
help us to identify common rules in the phish email text. As
depicted in Figure 6, the following steps were taken to
generate association rules.
I.
Creating word vectors: which basically generates
a matrix in which each row represents a phishing
email and each column represent a word which
makes it easy to find what words have appeared in
each phishing email.
II.
Calculating frequent patterns: for this part,
Rapidminer’s FP-Growth operator 1 was used that
utilizes an FP-tree data structure to calculate all
frequent phrases from the given word vectors. This
algorithm only accepts input data in the binomial
form.

Figure 5: Generating n-Grams using Rapidminer

I.

Tokenizing emails: which is basically splitting the
text of each email into a sequence of words (tokens).
Non-letter characters can be used as a splitting point
in tokenizing models.
II.
Transforming all tokens to lower case to decrease
complexity.
III.
Removing English stop words from tokens to
decrease complexity.
IV.
Stemming tokens using Porter stemming algorithm
[12] to discard suffixes of tokens which cuts down
the words to their roots and decreases complexity.
V.
Removing tokens shorter than 2 characters and
longer than 20 to decrease complexity.
VI.
Generating n-Grams for each email (n=3). the term
n-Gram is defined as a series of consecutive tokens
of length n and can be used to identify frequent
popular phrases.
VII.
Removing tokens that were found only in a single
document.
Table 4, lists some of the popular tokens used in phish emails.
Table 4: Some frequent words and phrases (stemmed to root) in Phish Emails
Total
Phish
Benign
Word/Phrase
Occurrences
Emails
Emails
utm
96.0
91.0
5.0
blackberri
69.0
65.0
4.0
invoic
33.0
26.0
7.0
medium_email
32.0
31.0
1.0
elqaid_elqat
31.0
31.0
0.0
bb_secure
31.0
31.0
0.0
http_app_biz
30.0
30.0
0.0
com_utm_compain
26.0
26.0
0.0
outlook
25.0
25.0
0.0

3.8. Generating Association Rules
Association rules are if/then statements that can help with
identifying strong rules in databases using some measures of
interestingness. Each rule has two parts, an antecedent (if)
and a consequent (then). In our case, an antecedent is a word
(or set of words) found in the data. A consequent is a word

Figure 6: Generating Association Rules in Rapidminer

III.

Generating association rules from frequent
phrases: Association rules are created by analyzing
data for frequent if/then patterns and using the
criteria support and confidence to identify the most
important relationships. Support is an indication of
how frequently the items appear in the database. The
confidence indicates the number of times the if/then
statements have been found to be true. The Create
Association Rules operator takes the frequent
words/phrases (created in the previous step) and
generates association rules.
Rapidminer generated more than 400 association rules.
Figure 7, shows a graph representation of an association rule
which helps understanding how different keywords in phish
emails are related to each other.
Association rules can be used to create a decision tree like
classifier that may ease phish detection.

1

https://docs.rapidminer.com/latest/studio/operators/modeling/associations
/fp_growth.html
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IV.

Figure 7: a graph representation of an association rule (ISOM layer)

3.9. Email Similarity
In many cases, phish emails reported by employees were
duplicate or very similar to previously seen suspicious
emails. It seems attackers sometimes send an email to
different individuals after slightly changing a few parts of the
original email such as the recipient name/email, links in body
text and so on.
Document similarity (or distance between documents) is one
of the central themes in Information Retrieval that can help
us spotting a malicious email if it is very similar to the phish
samples in our database.
Usually, emails treated as similar if they are semantically
close and describe similar concepts. The following procedure
in Rapidminer was used to calculate the similarity of a
suspicious email to known phish emails:

Calculating email similarity using Cosine Similarity
method [14].
V.
Interpreting the results: The cosine similarity is
particularly used in positive space, where the
outcome is neatly bounded in [0,1]. Values close to
one indicate the compared emails are quite similar
and values close to zero means the algorithm has
found very few overlapping words in compared
emails.
3.10. Training and Testing Binary Classifiers
Binary classification is the task of classifying the elements of
a given set into two groups (predicting which group each one
belongs to) based on a classification rule. As illustrated in
Figure 9, Rapidminer was used to train a few statistical binary
classifiers with phish samples and evaluate their
performance. For this experiment, Support Vector Machines
(SVM with a sigmoid kernel and Rapidminer’s default values
for parameters such as gamma=0, C=0 and epsilon=0.001),
Naïve Bayes and K-Nearest Neighbors (K-NN with k=1)
algorithms were chosen. The training and testing phases for
each classifier is as follow:

Figure 8: Measuring the similarity of a suspicious Email to known
malicious emails

I.

II.

III.

Loading suspicious email(s) and known phish
emails into Rapidminer (using Process Documents
from Files operator).
Tokenizing emails, Transferring generated tokens to
lower case and filtering tokens by length and
English stop words.
Creating word vectors and calculating term
frequency-inverse document frequency (TF-IDF)
[13] value for each token which is a numerical
statistic that is intended to reflect how important a
word is to a document in a collection or corpus.

Figure 9: Training and Testing classifiers

I.
II.
III.
IV.

Using “Process Documents from Files” operator to
load benign and phish emails into Rapidminer.
Generating n-Grams (n=3) as explained in section
3.7.1 (Identifying frequent words and phrases).
Generating TF-IDF values as explained in section
3.9 (Email Similarity) for training the classifiers.
Saving generated Word List for reusing the trained
model later (Store WordList operator).
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V.
VI.

VII.

VIII.

Filtering out attributes with missing values (Select
Attribute Operator).
Determining the target class attribute (Set Role
Operator). The target class attribute has two values
representing benign and phishing emails.
Training and estimating the performance of the
classifiers using 10-fold cross-validation technique
(“X-Validation operator).
Saving model for later use (Store operator).

The classifiers were trained using the TF-IDF value of the
generated n-grams. For evaluating classifier’s performance,
Accuracy, Kappa, Precision, and Recall values were
calculated as listed in Table 5 and followed by a brief
explanation for each parameter.
Moreover, the Zero-R classifier (classification solely by
chance) is used to create a baseline performance. Zero-R is
the simplest classification method which relies on the target
and simply predicts the majority class. The Zero-R algorithm
could classify our samples with 55.92% accuracy.

ZeroR

K-NN

SVM

55.94%
0
0.00%
55.92%
0.00%
100%

95.43%
0.908
95.45%
95.35%
94.03%
96.47%

96.06%
0.921
92.36%
99.38%
99.25%
93.53%

Naïve
Bayes
78.63%
0.547
91.57%
73.76%
56.72%
95.88%

Classification Accuracy: informally accuracy is the fraction
of predictions our model got right. Formally, accuracy has the
following definition (𝐸𝑞𝑢𝑎𝑡𝑖𝑜𝑛(2)):
𝑁𝑢𝑚𝑏𝑒𝑟 𝑜𝑓 𝑐𝑜𝑟𝑟𝑒𝑐𝑡 𝑝𝑟𝑒𝑑𝑖𝑐𝑡𝑖𝑜𝑛𝑠
𝑇𝑜𝑡𝑎𝑙 𝑛𝑢𝑚𝑏𝑒𝑟 𝑜𝑓 𝑝𝑟𝑒𝑑𝑖𝑐𝑡𝑖𝑜𝑛𝑠

(2)

For binary classification, accuracy can also be calculated in
terms of positives and negatives as shown in equation 3:
𝑇𝑃 + 𝑇𝑁
𝑇𝑃 + 𝑇𝑁 + 𝐹𝑃 + 𝐹𝑁

(3)

Where TP = True Positives, TN = True Negatives, FP = False
Positives, and FN = False Negatives.
Kappa (Cohen's kappa coefficient(k)): it is generally
thought Kappa is a more robust measure than simple
percentage correct prediction calculation since it considers
the correct prediction occurring by chance. Cohen's kappa
measures the agreement between two raters who each classify
N items into C mutually exclusive categories. k is calculated
as shown in equation 4:
𝑘 ≡

𝑃𝑜 − 𝑃𝑒
1 − 𝑃𝑜
=1−
1 − 𝑃𝑒
1 − 𝑃𝑒

Where TP = True Positives, FP = False Positives, and
FN = False Negatives.
Table 5, indicates SVM and K-NN classifiers have yielded
satisfactory results in predicting phish emails while Naïve
Bayes classifier was able to detect almost half of the phish
emails. Table 6, summarizes 3 classifiers confusion matrixes.
Table 6: Confusion Matrix of 3 classifiers

Table 5: Binomial Classification Results

Accuracy
Kappa
Precision (Phish Emails)
Precision (Benign Emails)
Recall (Phish Emails)
Recall (Benign Emails)

be negative, which implies that there is no effective
agreement between the two raters or the agreement is worse
than random [15].
Precision and Recall: precision is the fraction of relevant
instances among the retrieved instances (equation 5) and
recall is the fraction of relevant instances that have been
retrieved over the total amount of relevant instances (equation
6).
𝑇𝑃
(5)
𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 =
𝑇𝑃 + 𝐹𝑃
𝑇𝑃
𝑅𝑒𝑐𝑎𝑙𝑙 =
(6)
𝑇𝑃 + 𝐹𝑁

(4)

where 𝑃𝑜 is the proportion of observed agreements and 𝑃𝑒 is
the proportion of agreements expected by chance. If the raters
are in complete agreement then k=1. If there is no agreement
among the raters other than what would be expected by
chance (as given by 𝑃𝑒 ), k=0. It is possible for the statistic to

SVM

pred.
Phish
Emails
pred.
Benign
Emails

K-NN

Naïve Bayes

true
Phish
Emails

true
Benign
Emails

true
Phish
Emails

true
Benign
Emails

true
Phish
Emails

true
Benign
Emails

126

6

133

11

76

7

8

164

1

159

58

163

4. OTHER COUNTERMEASURES TO PHISHING
ATTACKS
There are several other technical and non-technical
approaches to counter Phishing attacks. Employing a twofactor authentication mechanism, enforcing password
complexity and password expiry policies are some simple but
effective countermeasures that can reduce the success rate of
phishing attacks. The last section of this paper briefly explain
a few other countermeasures that are commonly in use in
organizations.
4.1. Continuous User Training and Exercise
Probably one of the best non-technical countermeasures for
phishing attacks is user training. Being sure that employees
and clients know current phishing techniques could help them
avoid becoming a victim. Typically, organizations have an
ongoing program of conducting simulated phishing
campaigns to see which employees may fall victim. A
simulated phishing campaign is one where the phishing is
done in a controlled manner by the organization trying to
better train staff. Employees that do fall victim might be
asked to take some training courses.
4.2. Utilizing an Email Authentication Method
Email authentication, or validation, is a collection of
techniques aimed at providing verifiable information about
the origin of email messages and validating the identities of
any MTAs who participated in transferring an email. Use of
such techniques can effectively mitigate the problem of
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emails with forged sender address (email spoofing) which is
very common in phishing attacks.
For this purpose, the most widely adopted techniques include
Sender Policy Framework (SPF) [16], Domain Keys
Identified Mail (DKIM) [17] and Domain-based Message
Authentication, Reporting and Conformance (DMARC) [18].
4.3. Removing Suspicious Attachments and
Malicious URLs
Scanning email attachments for known malware (or
removing files with extensions that are known to be utilized
in malicious ways) before delivering emails to target inboxes
can reduce the risk of malware infection.
Phishing links often hide the real URL destination.
Subdomains and confusing words are often inserted into the
URL to simulate a legitimate destination and to deceive users.
Therefore, checking the email body for any malicious links
and resolving shortened URLs to ensure they don’t take users
to risky websites is essential.
5. CONCLUSION
In this paper, the significance of the email forensic analysis
for identification of phish emails was discussed. The
experiment findings indicate that simple tests such as
validating sender’s email address can help with detection of
many phish emails. Moreover, we showed the effectiveness
of readability metrics for spotting phishing emails with poor
English structure that often come from non-English speaking
countries.
Finally, we presented a classification approach using text
mining techniques that could detect unwanted emails with
high accuracy.
6. FUTURE DIRECTIONS
Sometimes phishing emails have no text and instead,
attackers put everything in attachments or use a clickable
picture in the email body (in which the picture itself contains
text, which will be ignored by some filtering technology).
Identifying such phish emails and extracting text from email
attachments and images using optical character recognition
(OCR) techniques can make our approach more effective.
It is very common to see links to malicious websites in phish
emails. There are several published works [19] on analysis of
URLs, host information and website contents for identifying
phishing websites [20].
Studying the lexical patterns of links (features such as length
of URLs, number of dots, special characters and so on) and
investigating host information such as IP address, DNS
properties, etc. can provide more data for a classifier to learn
from and this may result in better performance and higher
accuracy.
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7. APPENDIX A: PHISH EMAILS ORIGINS

Geolocation
Figure 10: Phish Emails Originating Countries
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